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Abstract

To survive in environments with constantly changing nutrient levels the bud-
ding yeast Saccharomyces cerevisiae has a sophisticated nutrient sensing system.
A central component of this system is the SNF1 signalling pathway, which
primarily helps yeast adapt to glucose limited conditions. Albeit we know the
overall behaviour of the SNF1 pathway, there are gaps in our understanding of
its regulation upon long-term starvation. Moreover, most studies have focused
on the population average behaviour of SNF1 signalling, however, the dynam-
ics of single cells can differ substantially from the ensemble average. Hence, in
this thesis we set out to elucidate the single cell behaviour of SNF1 signalling
by combining single-cell experiments with dynamic mechanistic modelling.

In Paper I, we investigated why the expression rate of the SUC2 gene decreases
upon long-term glucose starvation. Combining mathematical modelling with
time-laps microscopy experiments we showed that a feedback acting on the
SNF1 complex can explain this decrease. In the developed mathematical model
we assumed cell-to-cell variability arising from stochastic chemical reactions
(intrinsic noise) to be negligible, primarily, to be able to estimate unknown
model parameters using a non-linear mixed-effects approach. However, a
model’s predictive power can be impacted negatively, if this assumption is
incorrectly made. To avoid this issue we developed PEPSDI (Paper II), a
flexible Bayesian inference framework for mixed-effects models where the
model dynamics are driven by a stochastic processes, such as a Markov jump
process or a stochastic differential equation. Using PEPSDI, we then studied the
Mig1 protein and could deduce hexokinase activity as a source of cell-to-cell
variability in SNF1 signalling.
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1 Introduction

In this work we studied the glucose sensing SNF1 pathway in budding yeast
at single-cell level, by combining experiments with mechanistic single-cell
modelling (Paper I and Paper II). More specifically, we focused on how the
SNF1 pathway regulates the transcription factor Mig1 (Paper II), and the SUC2
gene (Paper I). Furthermore, to facilitate usage of more realistic single-cell
models we developed a flexible inference framework for dynamic single-cell
models (Paper II).

1.1 Nutrient signalling in budding yeast

Like most organisms, budding yeast Saccharomyces cerevisiae, lives in envi-
ronments with constantly fluctuating nutrient levels. To maintain energy
homeostasis and subsequently vital cellular processes, yeast has a nutrient sig-
nalling system which senses the amount of nutrients in the environment, and
then regulates the metabolism (Broach, 2012; Shashkova et al., 2015). In yeast
this nutrient sensing system includes several signalling pathways, such as the
SNF1, PKA and TOR. Of these, the PKA and SNF1 pathway are responsible for
sensing carbon availability (Herzig and Shaw, 2018), while the TOR pathway
is responsible for sensing nitrogen availability (González and Hall, 2017).

As the SNF1, PKA and TOR pathways are key regulators of the metabolism,
they are tightly connected with cellular ageing (Bishop and Guarente, 2007;
Sampaio-Marques et al., 2014; Coccetti et al., 2018). For example, in the context
of caloric restriction reduced activity of the PKA and TOR pathway increases
the replicative lifespan (RLS), indicating the number of divisions yeast cells
undergo. Moreover, increases of SNF1 activity with age has proven detrimental
for RLS. The latter might be because increased SNF1 activity causes protestais
activation, and/or rewires metabolic fluxes (Sampaio-Marques et al., 2014; Friis
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2 1. Introduction

et al., 2014). The exact mechanisms by which the SNF1 and also the TOR and
PKA pathways regulates metabolism, hence ageing are not known. Thus, we
need to learn more about these pathways, and in this work we focus on the
SNF1 pathway

Primarily the SNF1 pathway helps yeast adapt to glucose limited conditions
(Hedbacker and Carlson, 2008). This adaption is regulated by its key compo-
nent, the SNF1 complex. How the SNF1 complex is regulated is under debate,
but, it is known that the upstream kinases phosphorylate, hence activate SNF1
regardless of glucose availability (Rubenstein et al., 2008). Upon glucose avail-
ability, the phosphatase PP1 keeps the SNF1 complex dephosphorylated (Ruiz
et al., 2012), and during glucose limitation when available ADP binds to and
protects the SNF1 complex from dephosphorylation (Mayer et al., 2011). Thus
it can be argued that the SNF1 complex is activated in glucose limited condi-
tions because of reduced PP1 efficiency. Phosphorylated SNF1 controls several
transcription factors like Mig1 (Carlson, 1999), which results in regulation of
glucose repressed genes like SUC2.

While the overall behaviour of the SNF1 pathway has been elucidated, there
are still gaps in our knowledge of the regulation of the SNF1 complex in living
cells (Milanesi et al., 2020). Moreover, the relationship between longevity and
the SNF1 pathway is not fully understood (Coccetti et al., 2018). This can
be due to the fact that most studies have focused on the short-term response
of the SNF1 pathway upon a nutrient shift. However, ageing is a long-term
process, and thus to characterise the long-term signalling response we studied
the expression of the SUC2 gene upon long-term glucose starvation (Paper
I). Besides the short-term perspective, most studies have investigated the
population average behaviour of the SNF1 pathway. However, the dynamics of
single-cells can differ substantially from the ensemble average (Cohen-Saidon
et al., 2009), and additionally, such data provide limited insights to how/why
cells (like old and young) within a population differ in behaviour (Shashkova
and Leake, 2017). Hence to fully understand the SNF1 pathway we must study
it cell-by-cell.

1.2 A single-cell perspective - no cells are equal

The majority of studies on the SNF1 pathway have investigated its population
average behaviour. This is mainly because common experimental techniques,
such as blots, are performed on cell cultures that consist of million of cells
(Roberts et al., 2016). And albeit undoubtedly useful, such methods overlook
that no two cells are the same (Shashkova and Leake, 2017), and as it has been

1.3. Dynamic mechanistic single-cells modelling 3

observed for the SNF1 pathway a cell population typically exhibits considerable
cell-to-cell variability (Bendrioua et al., 2014; Welkenhuysen et al., 2017).

Cellar heterogeneity originates from two noise sources (Swain et al., 2002;
Elowitz et al., 2002; Hilfinger and Paulsson, 2011). The first one intrinsic noise is
the influence of stochastic chemical reactions on a (signalling) pathway. Because
in living cells some molecules are present at low numbers (< 5000), thus,
the fact that chemical reactions are discrete stochastic events (e.g when two
molecules collide) is often noticeable. The second source is extrinsic noise, which
is the effect of the environment on a pathway. Due to the intrinsic noise protein
levels vary between cells. Moreover, within a population, different cells are in
different stages of the cell cycle, of different age and/or exposed to different
microenvironments. And overall, by acting on a pathway environmental
factors like these (e.g varying protein levels) produce cell variability.

Identifying which environmental factors and/or chemical reactions give rise to
cell-to-cell variability within the SNF1 pathway is relevant. This is because cell
heterogeneity plays an important role in adaption to new conditions (Hilfinger
and Paulsson, 2011), thus, identifying its sources can reveal how the SNF1 path-
way handles nutrient shifts. Moreover, identified sources (i.e varying metabolic
activity) can be compared with experimental data such as cell age to provide in-
sights into how, and why young and old cells differ in behaviour (Llamosi et al.,
2016). Naturally, studying these phenomena requires experimental single-cell
methods.

Several experimental methods to study the dynamic single-cell behaviour of
signalling pathways exist (Schroeder, 2011; Bodenmiller et al., 2012). A com-
monly used technique is single-cell fluorescent microscopy in which proteins
are tagged with a flourphores whose intensities are monitored over time in
several cells simultaneously (Schroeder, 2011). Overall, this enables tracking of
the expression and/or localisation of a protein over time, to obtain time-lapse
data for a cell population.

1.3 Dynamic mechanistic single-cells modelling

Single-cell microscopy can be used to study (signalling) pathways at cell level,
however, rationalising the data from such experiments is hard. To this end,
dynamic mechanistic models have proven useful to understand cellular pro-
cesses ranging from gene expression (Zechner et al., 2014; Fröhlich et al., 2019),
to signalling (Llamosi et al., 2016; Marguet et al., 2019). More specifically, these
studies demonstrated that combining single-cell experiments with appropri-



2 1. Introduction

et al., 2014). The exact mechanisms by which the SNF1 and also the TOR and
PKA pathways regulates metabolism, hence ageing are not known. Thus, we
need to learn more about these pathways, and in this work we focus on the
SNF1 pathway

Primarily the SNF1 pathway helps yeast adapt to glucose limited conditions
(Hedbacker and Carlson, 2008). This adaption is regulated by its key compo-
nent, the SNF1 complex. How the SNF1 complex is regulated is under debate,
but, it is known that the upstream kinases phosphorylate, hence activate SNF1
regardless of glucose availability (Rubenstein et al., 2008). Upon glucose avail-
ability, the phosphatase PP1 keeps the SNF1 complex dephosphorylated (Ruiz
et al., 2012), and during glucose limitation when available ADP binds to and
protects the SNF1 complex from dephosphorylation (Mayer et al., 2011). Thus
it can be argued that the SNF1 complex is activated in glucose limited condi-
tions because of reduced PP1 efficiency. Phosphorylated SNF1 controls several
transcription factors like Mig1 (Carlson, 1999), which results in regulation of
glucose repressed genes like SUC2.

While the overall behaviour of the SNF1 pathway has been elucidated, there
are still gaps in our knowledge of the regulation of the SNF1 complex in living
cells (Milanesi et al., 2020). Moreover, the relationship between longevity and
the SNF1 pathway is not fully understood (Coccetti et al., 2018). This can
be due to the fact that most studies have focused on the short-term response
of the SNF1 pathway upon a nutrient shift. However, ageing is a long-term
process, and thus to characterise the long-term signalling response we studied
the expression of the SUC2 gene upon long-term glucose starvation (Paper
I). Besides the short-term perspective, most studies have investigated the
population average behaviour of the SNF1 pathway. However, the dynamics of
single-cells can differ substantially from the ensemble average (Cohen-Saidon
et al., 2009), and additionally, such data provide limited insights to how/why
cells (like old and young) within a population differ in behaviour (Shashkova
and Leake, 2017). Hence to fully understand the SNF1 pathway we must study
it cell-by-cell.

1.2 A single-cell perspective - no cells are equal

The majority of studies on the SNF1 pathway have investigated its population
average behaviour. This is mainly because common experimental techniques,
such as blots, are performed on cell cultures that consist of million of cells
(Roberts et al., 2016). And albeit undoubtedly useful, such methods overlook
that no two cells are the same (Shashkova and Leake, 2017), and as it has been

1.3. Dynamic mechanistic single-cells modelling 3

observed for the SNF1 pathway a cell population typically exhibits considerable
cell-to-cell variability (Bendrioua et al., 2014; Welkenhuysen et al., 2017).

Cellar heterogeneity originates from two noise sources (Swain et al., 2002;
Elowitz et al., 2002; Hilfinger and Paulsson, 2011). The first one intrinsic noise is
the influence of stochastic chemical reactions on a (signalling) pathway. Because
in living cells some molecules are present at low numbers (< 5000), thus,
the fact that chemical reactions are discrete stochastic events (e.g when two
molecules collide) is often noticeable. The second source is extrinsic noise, which
is the effect of the environment on a pathway. Due to the intrinsic noise protein
levels vary between cells. Moreover, within a population, different cells are in
different stages of the cell cycle, of different age and/or exposed to different
microenvironments. And overall, by acting on a pathway environmental
factors like these (e.g varying protein levels) produce cell variability.

Identifying which environmental factors and/or chemical reactions give rise to
cell-to-cell variability within the SNF1 pathway is relevant. This is because cell
heterogeneity plays an important role in adaption to new conditions (Hilfinger
and Paulsson, 2011), thus, identifying its sources can reveal how the SNF1 path-
way handles nutrient shifts. Moreover, identified sources (i.e varying metabolic
activity) can be compared with experimental data such as cell age to provide in-
sights into how, and why young and old cells differ in behaviour (Llamosi et al.,
2016). Naturally, studying these phenomena requires experimental single-cell
methods.

Several experimental methods to study the dynamic single-cell behaviour of
signalling pathways exist (Schroeder, 2011; Bodenmiller et al., 2012). A com-
monly used technique is single-cell fluorescent microscopy in which proteins
are tagged with a flourphores whose intensities are monitored over time in
several cells simultaneously (Schroeder, 2011). Overall, this enables tracking of
the expression and/or localisation of a protein over time, to obtain time-lapse
data for a cell population.

1.3 Dynamic mechanistic single-cells modelling

Single-cell microscopy can be used to study (signalling) pathways at cell level,
however, rationalising the data from such experiments is hard. To this end,
dynamic mechanistic models have proven useful to understand cellular pro-
cesses ranging from gene expression (Zechner et al., 2014; Fröhlich et al., 2019),
to signalling (Llamosi et al., 2016; Marguet et al., 2019). More specifically, these
studies demonstrated that combining single-cell experiments with appropri-



4 1. Introduction

ate modelling framework can reveal both the cellular reaction dynamics, and
sources of cell-to-cell variability.

At its core a dynamic mechanistic model is a (simplified) mathematical descrip-
tion of both the structure and the dynamics of a biochemical pathway (Klipp
et al., 2005). As pathways are made up of chemical reactions the structure part
of a mechanistic model is a chemical reaction network with R reactions and N
species;

R1 : ν1,1x1 + . . .+ ν1,Nxn −→ ν′1,1x1 + . . .+ ν′1,Nxn

R2 : ν2,1x1 + . . .+ ν2,Nxn −→ ν′2,1x1 + . . .+ ν′2,Nxn

...
RR : νR,1x1 + . . .+ νR,Nxn −→ ν′R,1x1 + . . .+ ν′R,Nxn

(1.1)

where xj are the molecular species and νi,j are the stoichiometric weights,
which often are stored in stoichiometric matrix with elements Si,j = νi,j − ν′i,j .

As chemical reactions are stochastic, the dynamic part of a mechanistic model
are the propensities, h(xt, c) ∈ RR, which describe the probability for each
reaction to occur given kinetic parameters c and the states xt (Gillespie, 2007).
For elemental reactions these propensities are given by the law of mass action,
which states that the probability is proportional to the product of the species.
Thus, for the first and second order reactions we have

x1
c−→ ϕ, h(x, c) = c · x1,

x1 + x2
c−→ ϕ, h(x, c) = c · x1 · x2.

(1.2)

Overall, the propensities and the stoichiometry describe the structure and
dynamics of a mechanistic model. By combining these two it is possible to
build a single-cell mechanistic model that accounts for cell-to-cell caused by
both intrinsic and extrinsic noise.

Modelling intrinsic and extrinsic noise

Adding intrinsic noise to a mechanistic model corresponds to working with
the probability distribution that describes how chemical species evolves over

1.3. Dynamic mechanistic single-cells modelling 5

time within a chemical reaction network, π(Xt|c, X0). Assuming a well mixed
volume, early studies showed that this probability distribution is the solution
of the chemical master equation (CME) (McQuarrie, 1967), however, except for
simple cases, the CME cannot be solved (Gillespie, 2007).

Even though the CME rarely can be solved it is possible to simulate realisations
from its solution (Gillespie, 1977). In 1977 Gillespie observed that given a state
xt, the joint probability distribution for the next reaction time τ and reaction
index j is given by

π(τ, j|xt, c) = hj(xt, c) exp
(
− h0(xt, c)τ

)
,

h0(xt, c) =

R∑
j=1

hj(xt, c).
(1.3)

Moreover, Gillespie showed that draws from π(τ, j|xt, c) can be generated via
the direct method. Overall, this allows a chemical network to be simulated
forward in time by repeatably applying the direct method to simulate the next
reaction, while updating the chemical species for each reaction. This scheme is
known as the stochastic simulation algorithm (SSA) and generates a realisation
from π(Xt|c, X0).

The SSA method simulates each reaction making it slow for systems with
frequent reactions (large propensities). This prompted the development of
faster approximate simulators for these regimes, like tau-leaping (Cao et al.,
2006), which is the approximate method closest to SSA. Tau-leaping assumes
that the propensities barely change in the time-interval [t, t+ τ);

hj(xt, c) ≈ constant in [t, t+ τ) ∀j (1 : st leap condition), (1.4)

which is equivalent to assume that all reactions occur independently. If this
holds the number of reactions for channel j follows a Poisson distribution
Rj ∼ P

(
hj(xt, c)τ

)
, hence, for the tau-leaping method a realisation of the

reaction network from t to t+ τ is given by

x
(i)
t+τ = x

(i)
t +

R∑
j=1

Rowj(S)Rj , Rj ∼ P
(
hj(xt, c)τ

)
. (1.5)

The tau-leaping method is faster than the SSA algorithm, but, it requires several
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hj(xt, c) ≈ constant in [t, t+ τ) ∀j (1 : st leap condition), (1.4)

which is equivalent to assume that all reactions occur independently. If this
holds the number of reactions for channel j follows a Poisson distribution
Rj ∼ P

(
hj(xt, c)τ

)
, hence, for the tau-leaping method a realisation of the

reaction network from t to t+ τ is given by

x
(i)
t+τ = x

(i)
t +

R∑
j=1

Rowj(S)Rj , Rj ∼ P
(
hj(xt, c)τ

)
. (1.5)

The tau-leaping method is faster than the SSA algorithm, but, it requires several
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computationally demanding Poisson random numbers. If the propensities on
the other hand also are sufficiently large,

hj(xt, c)τ ≫ 1, ∀j (2 : nd leap condition), (1.6)

the Poisson variable in Eq. 1.5 can be approximated by a Normal distribution.
And, if this is combined with leap condition 1 it follows that the CLE can be
approximated by a stochastic differential equation known as the Langevian
chemical master equation (CLE) (Gillespie, 2000)

dxt = Sh(xt, c)︸ ︷︷ ︸
α(xt,c)

dt+
√
Sdiag

(
h(xt, c

)
ST

︸ ︷︷ ︸√
β(xt,c))

dWt, (1.7)

where dWt is a vector of standard Brownian motions. As for the CME the CLE
rarely can be solved, but simulating realisations from it using methods like the
Euler Maruyama is faster than the SSA method.

Leap condition 1 and 2 typically hold if the number of molecules are high
(Gillespie, 2007). Moreover, in the limit when there are many molecules in a
system the β term in the CLE goes to zero, which turns the CLE into a system
of ordinary differential equations (Gillespie, 2007)

dxt

dt
= Sh(xt, c). (1.8)

Overall, intrinsic noise can be modelled by simulating realisations from the
solution of the CME. The appropriate simulator to use depends on which leap
conditions holds, and typically leap condition 1 and then leap condition 2 start
to hold when the number of limiting molecules in a system increases. When the
number of molecules are especially large, an ODE system is often an adequate
approximation of the solution to the CME.

The most common way to include extrinsic noise in a mechanistic model is to
let subset of the kinetic parameters vary between cells (Loos and Hasenauer,
2019). This is because these parameters often relate to cellular processes like
metabolic activity, ribosome abundance and state of the cell cycle (Zechner
et al., 2012, 2014). For example, consider the processes of translation typically
modelled as

1.3. Dynamic mechanistic single-cells modelling 7

mRNA
ctra−−→ Protein, (1.9)

here ctra should depend on the number of ribosomes, and thus, it should vary
between cells. Naturally, the kinetic parameters should not vary arbitrarily
however, because if ctra = 1 for one cell it is not likely that ctra = 1020 for
another cell of the same type within the population. Rather, the kinetic pa-
rameters should follow some kind of probability distribution. The log-normal
distribution is a common choice owing to its multiplicative nature (Limpert
et al., 2001; Limpert and Stahel, 2011), further protein distributions are typically
just log-normal (Feinerman et al., 2008).

In summary, by letting a subset of kinetic parameters vary between cells ac-
cording to a probability distribution, and by using a stochastic simulator we
can build a mechanistic model that accounts for cell-to-cell variability. More
formally, a model with these characteristics is a state-space model with stochas-
tic Markovian dynamics, and both fixed and random effects parameters. Thus,
a single-cell dynamic model is a state-space mixed-effects model (SSMEM) of
the form;

x
(i)
t |x(i)

t−1 ∼ π(x
(i)
t |x(i)

t−1, c
(i),κ), Markovian transition density

c(i) ∼ π(c(i)|η)
(1.10)

where κ are the fixed effects, η describe the distribution of the random effects,
and D(i) are covariates specific to individual i = 1, . . . , N .

The model in Eq. 1.10 can be used to simulate a pathway at single-cell level,
however, the parameters (c,η,κ) are often unknown. Thus, we need to esti-
mate them from available single-cell time-lapse data. The choice of appropriate
parameter estimation approach depends on how intrinsic noise is modelled.

Parameter estimation for negligible intrinsic noise

Regardless of how intrinsic noise is simulated the unknown parameters in
SSMEM are estimated by matching the model to observed time-lapse data
y(i) = {y(i)(tj)}Mi

j=1 for i = 1, . . . , N individuals and Mi time-points. The
matching is done via an observation model
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y(tj)
(i) = y

(i)
j = g(x

(i)
j ,D(i), ϵj), ϵj

iid∼ πϵ(ξ), (1.11)

where g is a possible non-linear function and ϵj is the measurment error. By
further assuming independence between individuals this observation model
can be combined with the SSMEM to formulate a joint distribution of all
involved quantities

π(y, c,κ, ξ,η) =
N∏
i=1

(
π(y(i)|c(i),κ, ξ)π(c(i)|η)

)
π(κ, ξ,η) (1.12)

where π(κ, ξ,η) is the prior and π(y(i)|c(i), ξ,κ) is the data likelihood. Note,
we use the shorthand notation z = {z(i)}Ni=1 for c and y.

For a SSMEM with ODE dynamics (negligible intrinsic noise), often called
a non-linear mixed effects model (NLMEM) (Davidian and Giltinan, 2003),
the data likelihood π(y(i)|c(i), ξ,κ) is tractable. Hence, a maximum likeli-
hood approach can be used to directly estimate (η, ξ,κ) by maximising the
marginalised likelihood;

π(y|κ, ξ,η) =
N∏
i=1

(∫
π(y(i)|c(i),κ, ξ)π(c(i)|η)dc(i)

)
. (1.13)

Naturally the individual parameters c(i) are not estimated when targeting this
likelihood, but, marginalising them out considerably reduces the number of
parameters to estimate (Davidian and Giltinan, 2003). Moreover, if η is known
c(i) can be obtained via, for example, an empirical Bayes’ estimate (Savic and
Karlsson, 2009).

Classical optimisation approaches cannot be used for maximising the marginalised
likelihood though, as the marginalisation integral often is intractable (Davidian
and Giltinan, 2003). Neither can the EM algorithm be used since the E-step
integral is intractble. To sidestep the latter, the stochastic approximation of
the EM algorithm (SAEM) approximates the E-step (Delyon et al., 1999). For
NLMEM the SAEM algorithm performs well in practice (Chan et al., 2011), and
its convergence to a local maximum has been rigorously proven (Kuhn and
Lavielle, 2004, 2005).

In summary, for a NLMEM (SSMEM with ODE dynamics) the unknown model
parameters can be estimated by maximising the marginalised likelihood via the
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SAEM algorithm. There are also other parameters estimation methods like the
FOCE method (Davidian and Giltinan, 2003), but, unlike SAEM convergence
has not been proven for these (Donnet and Samson, 2008). Furthermore, for a
NLMEM there are methods to asses parameter identifiable by estimating the
inverse Fisher-information matrix (FIM) of the marginalised likelihood (Kuhn
and Lavielle, 2005). Of course, the method of profile likelihood is typically
superior to FIM (Raue et al., 2009), but the computational burden of optimising
the likelihood (Eq. 1.13) often makes it impractical for a NLMEM.

Parameter estimation for none negligible intrinsic noise

For a SSMEM with stochastic dynamics (none negligible intrinsic noise) the
SAEM algorithm we cannot generally be used to find a local maximum (De-
lattre and Lavielle, 2013; Donnet and Samson, 2014). This is because the data
likelihood π(y(i)|c(i), ξ,κ) often is intractable, but, using a Bayesian approach
it is possible to avoid having to evaluate this likelihood.

In the Bayesian setting we assume that the unknown model parameters are
realisations of a random variable. Using Bayes’ rule we then infer the posterior
distribution if this random variable given the observed data by, typically,
using a Markov chain Monte Carlo (MCMC) method to take samples from the
posterior (Gelman et al., 2013). For a SSMEM we are interested in inferring;

π(c,κ,η, ξ|y) ∝ π(κ,η, ξ)π(c|η)π(y|c,κ, ξ) (1.14)

And, due to the aforementioned intractable likelihood we cannot sample di-
rectly from the posterior. But the pseudo-marginal Metropolis-Hastings scheme
allows us to sample from this posterior via the marginal of an augmented pos-
terior (Andrieu and Roberts, 2009; Andrieu et al., 2010). More precisely, this
approach targets

π(c,κ,η, ξ,u|y) ∝ π(κ,η, ξ)π(c|η)π̂u(y|c,κ, ξ)π(u) (1.15)

where u are auxiliary variables used to obtain an unbiased likelihood estimate

Eu

[
π̂u(y|c,κ, ξ)

]
=

∫
π̂u(y|c,κ, ξ)π(u)du = π(y|c,κ, ξ) (1.16)
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And, thanks to the unbiasedness of the likelihood it follows that marginal of
the augmented posterior is the desired posterior

π(c,κ,η, ξ,u|y) ∝ π(κ,η, ξ)π(c|η)
∫

π̂u(y|c,κ, ξ)π(u)du =

π(κ,η, ξ)π(c|η)π(y|c,κ, ξ)
(1.17)

An efficient way to obtain an unbiased likelihood estimate is to use a Sequential
Monte Carlo procedure known as the particle filter (del Moral, 2004; Pitt et al.,
2012). By utilising this, we built upon the work of Wiqvist et al. (Wiqvist et al.,
2021) to introduce a scalable inference framework for SSMEM (Paper II), that is
capable of inferring (c(i),κ, ξ,η) when intrinsic noise is modelled by either the
SSA, tau-leaping and Langevin simulators, and for any continuous distribution
π(c(i)|η).

2 Summary of the papers

2.1 Paper I - Fine-tuning of energy levels regulates
SUC2 via a SNF1-dependent feedback loop

One of the downstream targets of SNF1 is the gene encoding for invertase,
SUC2, which has its transcription activated upon glucose starvation. We col-
lected single-cell time-lapse which indicates, upon long-term glucose starva-
tion, that this activation of SUC2 expression is temporary. That is, after an
initial increase the expression decreases towards the initial value with high
cell-to-cell variability. To elucidate the mechanisms behind this behaviour we
used dynamic single-cell mechanistic modelling. Overall, our model shows
that a long-term negative feedback acting on the SNF1 complex can explain
the decrease in SUC2 expression. As SNF1 is regulated via intracellular energy
levels, this suggests that SUC2 expression decreases upon long-term glucose
starvation due to a partial recovery in intracellular energy.

To fit the model to our single-cell time-lapse data we used a non-linear mixed-
effects (NLME) framework. Since parameter estimation from single-cell data is
hard though, we also compared the NLME approach against the standard two
stage (STS) approach. Overall, for our data rich in observations and individuals
NLME outperformed STS.

11



10 1. Introduction

And, thanks to the unbiasedness of the likelihood it follows that marginal of
the augmented posterior is the desired posterior

π(c,κ,η, ξ,u|y) ∝ π(κ,η, ξ)π(c|η)
∫

π̂u(y|c,κ, ξ)π(u)du =

π(κ,η, ξ)π(c|η)π(y|c,κ, ξ)
(1.17)

An efficient way to obtain an unbiased likelihood estimate is to use a Sequential
Monte Carlo procedure known as the particle filter (del Moral, 2004; Pitt et al.,
2012). By utilising this, we built upon the work of Wiqvist et al. (Wiqvist et al.,
2021) to introduce a scalable inference framework for SSMEM (Paper II), that is
capable of inferring (c(i),κ, ξ,η) when intrinsic noise is modelled by either the
SSA, tau-leaping and Langevin simulators, and for any continuous distribution
π(c(i)|η).

2 Summary of the papers

2.1 Paper I - Fine-tuning of energy levels regulates
SUC2 via a SNF1-dependent feedback loop

One of the downstream targets of SNF1 is the gene encoding for invertase,
SUC2, which has its transcription activated upon glucose starvation. We col-
lected single-cell time-lapse which indicates, upon long-term glucose starva-
tion, that this activation of SUC2 expression is temporary. That is, after an
initial increase the expression decreases towards the initial value with high
cell-to-cell variability. To elucidate the mechanisms behind this behaviour we
used dynamic single-cell mechanistic modelling. Overall, our model shows
that a long-term negative feedback acting on the SNF1 complex can explain
the decrease in SUC2 expression. As SNF1 is regulated via intracellular energy
levels, this suggests that SUC2 expression decreases upon long-term glucose
starvation due to a partial recovery in intracellular energy.

To fit the model to our single-cell time-lapse data we used a non-linear mixed-
effects (NLME) framework. Since parameter estimation from single-cell data is
hard though, we also compared the NLME approach against the standard two
stage (STS) approach. Overall, for our data rich in observations and individuals
NLME outperformed STS.

11



12 2. Summary of the papers

2.2 Paper II - PEPSDI: Scalable and flexible infer-
ence framework for stochastic dynamic single-
cell models.

To elucidate cellular reaction dynamics, and sources of cell-to-cell variability
from single-cell time-lapse data with the help of modelling we need inference
methods. Specifically, we need methods that can infer unknown parameters for
models that account for cell heterogeneity caused by both intrinsic and extrinsic
noise. To this end, we developed PEPSDI (Particles Engine for Population
Stochastic DynamIcs), a scalable and flexible Bayesian inference framework for
state-space mixed-effects, which, unlike previous frameworks, imposes fewer
modelling assumptions. For example, PEPSDI can model intrinsic noise by
exact or approximate stochastic simulators, and extrinsic noise by time variant,
or invariant cell-varying parameters. We showed that this allows PEPSDI
to be applied to explain various biological processes, such as oscillations in
gene expression, protein synthesis and localisation, etc. By utilising PEPSDI we
further identified hexokinase activity as a source of extrinsic noise, and deduced
that sugar availability dictates cell-to-cell variability for Mig1 localisation in
the SNF1 nutrient sensing pathway.

3 Conclusions and outlook

In this work we combined single-cell experiments with mechanistic modelling
to study SNF1 signalling at cell level. In Paper I, we set out to elucidate why
SUC2 expression decreases upon long-term glucose starvation, and, using
modelling we showed that a feedback acting on the SNF1 complex can explain
this decrease. In Paper II we developed PEPSDI (Paper II), an inference
framework for single-cell models that consider both intrinsic and extrinsic
noise. Using PEPSDI we then studied Mig1 localisation, and could deduce
hexokinase activity as a source of cell-to-cell variability. Overall, this thesis
has demonstrated the usefulness of single-cell models, but, also highlighted
limitations, such as the fact that we can only build small single-cell models
with identifiable parameters. To build better small single-cell models, I believe
we need to complement them with population average models. Moreover, to
validate our models we need efficient inference framework, and albeit PEPSDI
is flexible there areas of improvements such as its runtime.

In Paper I and Paper II, we aimed to keep most inferred model parameters
identifiable. However, this restricted the size of our models, since the number
of parameters to infer from limited data grows fast with model size. This is
a consequence of extrinsic noise being modelled by letting a subset, say N
kinetic parameters follow a log-normal distribution with a mean vector and
covariance matrix of N and N(N +1)/2 unknown parameters respectively. We
could build larger models with identifiable, hence interpretable parameters
if extensive quantitative single-cell data are available. Collecting such data is
challenging though. Moreover, current inference methods do not scale well
with model size (Loos and Hasenauer, 2019). Thus, for the next 10 years, I
believe single-cell models of SNF1 signalling will remain small. Subsequently,
such models must zoom in on one part of the pathway, while black-boxing the
rest. Modelling these boxes is nontrivial, and involves several assumptions,
that if incorrect may affect model predictions. To simplify this step, I think
we should design black-boxes based on a dynamic population average ODE
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model of the SNF1 pathway. More specifically, we can use such a kinetic model
to understand the population average input (black-boxes) to the subsystem we
are modelling at cell level. Naturally, a premise for this methodology is the
existence of a large-scale model on the SNF1 pathway.

As future work, we aim to build such a dynamic model on SNF1 signalling. To
this end, several things must be considered. Boolean modelling on nutrient sig-
nalling has shown that in order to predict the behaviour of the SNF1 pathway,
we must consider its crosstalks with the PKA, TOR and Snf3/Rgt2 pathways
(Welkenhuysen et al., 2019). Moreover, a recently published dynamic model on
three of these pathways highlights that quantitative time course experimental
data is limiting (Jalihal et al., 2021), hence to obtain reasonable kinetic rates we
need additional experiments. Since a model via experimental design frame-
works can predict the most informative ones to constrain kinetic rates (Ruess
et al., 2015; Chis et al., 2016), experimentalists and modellers should design
these experiments together. Furthermore, to model long-term SNF1 signalling
(> 30 min), we must consider that signalling regulates, and is regulated by the
metabolism. Consequently, we plan to build upon the work of Österberg et al.
(Österberg et al., 2021), and connect, instead of a Boolean, a dynamic model
and its transcription response to a metabolic enzyme-constrained flux-balance
model (Sánchez et al., 2017). To further improve previous modelling of the
transcription response, we plan to use network inference methods to infer the
extensive transcriptional network in yeast (Wang et al., 2017; Niu et al., 2021).

All-to-all, to build a dynamic model on SNF1 signalling we must build an
integrated model of nutrient sensing and metabolism. A considerable challenge
requiring various expertise, raising the question is it worth it? I say yes. Besides
a tool to create better single-cell models, such a model can reveal how to rewire
the metabolism in metabolic engineering purposes (Lu et al., 2021), and the
role of nutrient signalling in diseases (Hedbacker and Carlson, 2008).

On another side, improving the efficiency of PEPSDI is relevant to facilitate
usage of SSMEM in fields like biology and medicine (PK/PD). And, I think we
must reduce its runtime, which strongly depends on the number of particles
used to obtain a likelihood estimate (Eq. 1.16) via a particle filter. To this
end, the filters that require the fewest particles are the auxiliary ones (Durham
and Gallant, 2002). For chemical mechanistic models, with their stochastic
simulators (e.g SSA) a few of these exist (Whitaker et al., 2017; Golightly
et al., 2019; Golightly and Sherlock, 2019), but they are derived for a linear
observation models yt = Axt + ϵ, with Gaussian measurement noise ϵ ∼
N (0,Σ). However, for biological quantitative time-lapse data measurment
noise is often log-normal (Raue et al., 2013). Thus, auxiliary filters for more
flexible error models are needed, and, one such promising such filter to evaluate
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is the improved disturbance filter (Gunawan et al., 2021).

In addition, a relevant area of improvement for PEPSDI is the choice of proposal
distribution. Currently, for the pseudo-marginal inference we use adaptive
Markov chain Monte Carlo (MCMC) proposals (Haario et al., 2001; Andrieu
and Thoms, 2008; Vihola, 2012), and, our benchmarks showed that Vihola’s
RAM sampler performs well (Paper II). Still, Hamiltonian Monte-Carlo (HMC)
methods generally outperform adaptive MCMC-methods (Hoffman and Gel-
man, 2014), that is, more efficiently explores the posterior. And recently, HMC-
samplers have been proposed for pseudo-marginal inference (Alenlöv et al.,
2021; Rosato et al., 2021), hence, adapting these to dynamic SSMEM:s is rele-
vant.

Altogether, PEPSDI:s performance can be improved if more efficient particle
filters, and proposals are used within the pseudo-marginal inference. Fortu-
nately, both of these areas are actively researched. To be extra useful, it is
important that methods are developed with real data in mind, as models in
biology are tools to help us understand complex systems like SNF1 signalling
from experimental data. Thus, models and methods should be developed with
an awareness of the available data, with the aim to answer biological questions.
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